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Brief History 

Neuropsychology and Physiology, the early days: 

debates about ‘distributedness’ of the information/representation 


(Hughling-Jackson 1869, Luria ~1960, Lashley ~1950)


vs. ‘localization’ (e.g., Broca, Wernicke, Penfield).

McCullough and Pitts (1943): the neuron as a “computing device”.

(the idealized, over-simplified model of a neuron we will use today is still called “the McCullough-Pitts neuron”.)

Hebb (1949):    ‘the Hebb learning rule’



       ‘cell assemblies’ 

Rosenblatt (1959, 1962): “Principles of Neurodynamics” - a neurally-inspired approach to computation.

The Perceptron + a learning rule.

Minsky and Papert (1969): the limitations of perceptrons: 


- can only implement linearly-separable functions


- cannot implement ‘global’ functions ‘locally’.

The early 70’s: only a few people working in the ‘NN wilderness’:


- Longuet-Higgins and Willshaw (‘holograms’)


- Grossberg (‘competitive learning’, and more..)


- Jim Anderson (distributed representations for memory)


- Kohonen (unsuprevised learning and self-organizing maps)


- Fukushima (the ‘neocognitron’)


- ...

The late 70’s -- mid 80’s: all of a sudden a Boom in interest in NN’s


- Feldman and Ballard (1982): ‘connectionism’. 


- Hopfield (1982)


- the Parallel Distributed Processing (PDP) group (1978, 1982, 1985).


- .........

Why? 


- a reaction to failures in AI


- the “computation” is in the hardware, rather than the software.

Hopfield Networks/ Attractor Networks
- An important general contribution: metaphors from physics/physical systems (as opposed to computers). 

- More than just a metaphor: a detailed, useful analogy with well-studied physical systems (magnetic materials, in particular ‘spin-glasses’).

Relevant Concepts
A network: N neurons, connection matrix, ...

state space

dynamics

attractor states (‘the information stored in the network’ --> determined by W)

basin of attraction

--> an attractor-dominated physical system as a content-addressable memory.

Formalism
- Neurons  {Vi}, i=1...N.  Each neuron can be either 1 (‘firing’) or 0 (‘not firing’). 

- Connection between neuron j (pre-synaptic) and i (post): Tij.  

- Update rule: for each neuron i, compute the ‘total incoming input’  TijVj. 

  Let the threshold of neuron i be Ui. If  TijVj > Ui, set neuron i to 1. If TijVj < Ui, set it to 0.  This gives:


(1)
  Vi(t+1) = (TijVj(t) - Ui)

where  is the ‘step-function’.

- An information-storage recipe for the connection matrix: 

we wish to ‘embed’ a set of ‘patterns’ {Vi} in the network. In other words, we want them to be stable states, or ‘fixed points’, of the dynamics. It will also be nice if they will have a non-zero basin of attraction. To achieve that,  choose:

  
(2) 
Tij =  (2Vi - 1)(2Vj - 1) =  Si Sj 








where Si = 2Vi-1
(i.e., 0/1 --> +/-1 ).

-Note: The memory (‘information’) is stored in the ‘synapses’, not neurons!

--> allows for distinction between ‘stored memory’ and ‘retrieval’ or ‘active’ memory.

- Note about ‘biological (im)plausibility: symmetric connectivity matrix (violates “Dale’s law”).
- The network dynamics as minimization of an energy function:

   define



E = -1/2(ijTijViVj)

  now assume Vi --> V’i = Vi + Vi.  The energy function changes by: 



E = - Vi (j≠iTijVj) 
  but we know from Eq. (1) that this product is always positive. Therefore, E can only decrease as a function of time. This means that the network dynamics, as defined, can be seem as minimization of the energy function, and the attractor states (sometimes also called ‘stable states’) are those for which the energy reaches a (local) minimum.

- Isomorphism with the Ising model, and more specifically with spin-glass models: known to have many stable states (many local minima for the energy function).

- Capacity: for memory-patterns with 0/1 with 0.5 probability, P ~= 0.14 N.

- Use of non-linearity to eliminate the ‘mixture states’ of linear networks.

Features
- The connectivity matrix can (+/-) be implemented in an ‘unsupervised learning’ manner, with a rule similar to Hebb’s:



 Wij (new) = Wij(old) + Wij 



  with Wij = f(Vi, Vj).

- Content-addressability

- fault tolerance (neurons’ death)

- graceful degradation (over capacity)

- Contrast Attractor networks (or, more generally, recurrent) with FF networks: sustained activity vs. stimulus-driven/transient activation.

Feed-Forward (FF) Networks
The Perceptron
- formalism

- linear separability of the input-output relations:


- the two-input case;  the XOR problem.


- generalize to the N inp case using vector notation.

Multi-Layer FF Networks
- Addition of hidden units: solution to the XOR problem.


Perceptrons as general-purpose logical units.

- Approximation to arbitrary functions.

How to find the appropriate weights?  --  Supervised learning.

- One-layer perceptron: the delta rule

- Multi-layer perceptrons: the generalized delta-rule and back-propagation of errors.

- Generalization: underfitting, overfitting.

- Applications of Backprop


- 
 -

