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… I shall now remind you, that I did not deny, but that colour might in some sense be considered a quality residing in the body that is said to be coloured.




-- Robert Boyle (1663)
If you and I were to disagree concerning the lengths of two rods, we might send out for a measuring tape or arrange to put the two rods next to each other so that they could be directly compared. In contrast, if we were to disagree about the relative redness of two surfaces, it is not at all clear what we might do to resolve the dispute. A physicist, called in for consultation, could readily provide a summary of how a small, designated patch of a surface interacts with light, its bi-directional reflectance density function, 
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.  This bi-directional reflectance density function (BRDF)  is, roughly speaking,  the probability
 that a photon of wavelength 
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 (See Fig. 1). It is plausible to assume that, if there is an objective correlate of  the perceived color of a surface, the intrinsic color of the surface (Shepard, 1992), then some computation applied to the BRDF of the surface should serve to measure it. But which computation, exactly? 

INSERT FIG 1 ABOUT HERE.

In the quotation that heads this chapter, the celebrated chemist Robert Boyle allows for the possibility that colors correspond to objective properties of surfaces, but is evidently uncertain as to how that could be. Indeed, the argument to the contrary has considerable force. There is considerable psychophysical evidence indicating that there can be no intrinsic colors.  Color judgments depend not only on the BRDF of the surfaces involved, but also on the illumination of the scene (Helson and Judd, 1936), atmospheric haze (Brown & MacLeod, 1997), and the presence or absence of other surfaces not directly involved in the judgment, among other  factors. These effects are not small: ‘If changes in illumination are sufficiently great, surface colors may become radically altered ... [W]eakly or moderately selective illuminants with respect to wavelength leave surface colors relatively unchanged ... but a highly selective illuminant may make two surfaces which appear different in daylight indistinguishable, and surfaces of the same daylight color widely different’ (Helson & Judd, 1936, pp. 740-741).  Over the range of experimental conditions considered by Helson and Judd, this lack of constancy of surface color suggests that the relation between the BRDF of a surface patch and its perceived color is slight: there are no intrinsic colors. 

Evans (1948, Color plate 13) illustrates how saturated, bright objects can change color dramatically with a change in illuminant: yellow becomes red, green becomes neutral. Nassau (1983, Color plate) includes a color photograph of the gemstone alexandrite which can appear emerald green under daylight and ruby red under ordinary, indoor, incandescent illumination.

Yet we need not visit a  laboratory to observe large failures of color and lightness
 constancy. When you attend a movie, for example, you view a flat, white surface onto which is projected a complicated, dynamic pattern of  light, the illuminant. Your estimates of the surfaces in front of you likely corresponds to the filmmaker’s conception of the film. You see people, cars, explosions, and so on, just as the script of the film predicted. None of these objects or their surfaces are present, and yet you ‘see’ them, occasionally forgetting about the only surface truly present, the uniform white screen. A small patch of the screen, during the course of the movie, might appear to be any and all colors in rapid succession.  The failure of constancy in your perception of surface color could not be larger. 

Mathematical analyses (Ives, 1912; Sällström, 1973; Maloney, 1984) confirm this conclusion: it is simply not possible to go from the kind of information available to biological visual systems to estimates of properties of the BRDFs of surfaces without some restriction on possible illuminants and possible surfaces in scenes. There cannot be objective correlates of perceived surface color (intrinsic surface colors) that a biological visual system can estimate under all possible choices of BRDFs, illuminants, and spatial layout of lights and surfaces in scenes. 

The Concept of Environment.  Yet, recent research indicates that, under certain circumstances, human observers do seem to  estimate intrinsic surface colors accurately (Brainard, Brunt & Speigle, 1997; Brainard, 1998). Other species are known to exhibit some degree of color constancy (Neumeyer, 1981; Werner, 1990).

We can reconcile the apparent impossibility of surface color perception in ‘arbitrary’ environments with the evident competence exhibited by human observers and other animals in psychophysical experiments and much of everyday life by recognizing that we do not live in ‘arbitrary environments’. It is specific constraints present in our immediate surroundings that permit us to succeed in perceiving stable surface colors.  These constraints can be thought of as a list of precise assertions concerning a visual scene. If all of the assertions on the list are true of the scene, then human color vision will assign colors to surfaces in that scene that are the same as those it assigns to these surfaces in another scene that also satisfies these assertions. Judd (1940), for example, notes that with “moderate departures from daylight in the spectral distribution of energy in the illuminant, external objects are seen … nearly in their natural, daylight colors.” In making this statement, Judd dichotomizes scenes into those satisfying the stated condition on the scene illumination and those that do not. In any near-daylight scene, he asserts, the human color visual system assigns nearly the same color to any surface patch as in any other. Judd’s specification is not correct (the spectral distribution of the light used in projecting a movie is not from daylight)  but it seems plausible that it can be extended  to a  description of the scenes where our color visual system assigns intrinsic colors to surfaces.  If we succeed, then we have established an operating range for the human color visual system, which I will refer to as its environment, over which it is capable of assigning stable colors to surfaces. 

With no further specification of what that environment might be, this environmental hypothesis is neither falsifiable nor useful. Indeed, we run the risk of developing a deus ex machina that we trot out at the end of every experiment. We explain observed failures of color constancy by asserting that the ‘environment was bad’, and we explain success by asserting that the ‘environment was good.’ 

The environmental hypothesis has scientific content only to the extent that we can precisely state, in advance, what it is about an environment that permits or precludes accurate surface color perception. For human vision, this environment does not include movie theaters or the conditions of many psychophysical experiments. It does include the conditions of much of our everyday color experience, but, as we shall see, not all of it. 

In the past twenty years, a number of researchers have studied the link between environmental constraints, the mathematical possibility of accurate surface color perception, and  human performance in color tasks in real and simulated environments.  Four new areas of research have emerged. The first comprises development of  algorithms that make use of explicit constraints in estimating properties of the BRDF (See Hurlbert, 1998; Maloney, 1999 for reviews). If the constraints corresponding to an algorithm are satisfied, then the algorithm can estimate intrinsic colors of surfaces. Once beyond its operating range, an algorithm will typically fail; the link between its color estimates and the properties of surfaces is severed. In raising the environment hypothesis for human color vision, we emphasize the analogy between human color visual processing and these sorts of algorithms, each of which has its own specified operating range or environment.

The second area of research involves study of the constraints present in actual physical environments (See Bonnardel & Maloney, 2000, for a review). If we thought that we knew the operating range over which human surface color perception could function, then we would certainly be interested in learning whether and to what extent that operating range resembled our everyday world. If we were uncertain what this operating range might be, it seems reasonable to look for clues in the structure of the environments we live in.

The third concentrates on measured human performance in real or simulated environments, attempting to determine which environmental constraints affect human color perception and over what ranges color perception is stable (Brainard, Brunt & Speigel, 1997; Brainard, 1998; Yang & Maloney, under review).  

As implied above, I will use the term environment to refer to a  collection of mathematical descriptions of constraints (Maloney, 1999). This usage is unusual, but has much to recommend it. The surface color perception algorithms just mentioned each come with a paired environment in which the algorithm will function correctly. We are considering the hypothesis that human color vision, confined to a specified environment, will assign colors to surfaces that are in correspondence with certain properties of surfaces that also remain to be specified. When necessary, I will contrast ideal environments (mathematical descriptions) with the real environments that they are intended to describe. 

By means of computer graphics it is now possible to embed human observers in simulated environments that correspond to ideal environments. That is, we can simulate a world that satisfies a specified collection of constraints and record an observer’s color judgments in that world and thereby explore how specific constraints affect human color vision. Maloney & Yang (THIS VOLUME) describe experiments  using such stimuli.  Fig. 2 illustrates the inter-relations among environments and algorithms in modeling human color perception. 
INSERT FIG 2 ABOUT HERE.


In the remainder of this chapter I will summarize what we know about environmental constraints, their relevance to surface color perception, and the accuracy with which they describe the world around us.

Flat World Environments
The first class of environments that we will consider are missing any information concerning the three-dimensional layout of surfaces in normal scenes. The observer, in effect, views a scene painted on a large, distant planar surface, or perhaps the inside of a large sphere centered on him or her. The scene is illuminated uniformly by a single light source (the illuminant). There is no inter-reflection (‘mutual illumination') among surfaces nor any specularity or shadows. I'll refer to environments that omit the three-dimensional structure of scenes as Flat World Environments (Maloney, 1999).  Such environments are idealizations of typical experimental arrangements that have been used to measure human surface color perception, e.g., in Mondrian displays (Land & McCann, 1971). If human color visual processing did not in fact make use of any information concerning the three-dimensional layout of the scene, then such environments could serve as accurate models of the world as ‘seen’ through human visual processing of color. 

Very recent work (Bloj, Kersten & Hurlbert, 1999) indicates that information concerning the three-dimensional layout of scenes does affect color appearance, calling into question the adequacy of Flat World Environments and algorithms as models of human surface color perception.  A second piece of evidence hinting that Flat World Environments are not appropriate for human color processing is that we do not yet have any Flat World algorithms that mimic human color vision in such scenes (Hurlbert, 1998; Maloney, 1999). Of course, this might be due to a lack of imagination on our part. Yet it suggests that surface color perception in Flat World is difficult. The Flat World Environments are worth consideration not only because of  their historical importance but also because they serve as an introduction to more sophisticated models of light and surface in the world around us.

Lights and Surfaces. Let’s begin by precisely specifying the elements common to every Flat World Environment: light from a single, distant, punctate light source (the ‘illuminant’) is absorbed by surfaces within a scene and re-emitted. E() will be used to denote the spectral power distribution of the incident illuminant at each wavelength  in the electromagnetic spectrum. It is not important to specify the location of the light source or its size and shape. Light from this single source is absorbed by surfaces and re-emitted. The re-emitted light that reaches the observer will be referred to as the color signal. Its spectral power distribution  is denoted L(): we assume that 

L()  = E() S(),






(1)

where S() denotes the surface spectral reflectance of the surface.  There may be many surfaces in a scene, each with a distinct surface spectral reflectance function, but we will assume that the light incident at one point in the scene is exactly the same as the light at any other point. The color signal contains the information available to the observer about illuminant and surface at each point in the scene. The Flat World constraints are diagrammed in Fig. 3.

INSERT FIG 3 ABOUT HERE.

The color signals reaching the observer (Fig. 1) are imaged onto the retina
. We assign coordinates xy to each point in the retina, and it is convenient to label the color signal arriving at xy by Lxy(). We also denote the spectral reflectance function S(  of the surface patch imaged at point xy in the retina by Sxy(). We do not need to superscript the light arriving at the surface patch since we have assumed it is uniform across the scene. To repeat  Eq. 1 with retinal coordinates inserted:

Lxy()  = E() Sxy() .





(2)

In environments more complex than Flat World, the function S( for a surface patch depends on the  viewing geometry: the location in three dimensions of the surface patch, the locations of other surfaces, the location of the observer, and that of the illuminant. We will return to this point below when we consider Shape World Environments.

Photoreceptor classes. The retina is assumed to contain three distinct classes of  photoreceptor classes differing in their spectral sensitivities, denoted Rk(, k = 1,  2, 3. These three spectral sensitivity functions are often denoted L, M, and S to reflect their differential sensitivity to Long, Medium, and Short wavelength light. The initial visual information available to the color  system at a single retinal location is just the excitation of each of the three classes of receptor in response to incident light, 
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The three numbers at each location xy form  a vector 
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 Evidently the entries of the vector 
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depend on both the spectral power distribution, E() , of the illuminant and on the surface spectral reflectance function, Sxy().

Intrinsic Colors. In Flat World, we define the intrinsic colors of a surface with surface spectral reflectance as a vector 
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 where the functions
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 represent computations applied to the surface spectral reflectance function that return a single number. We are simply providing notation (Maloney, 1984) for what was said before: intrinsic colors depend upon the surface and nothing else. A simple example of a set of intrinsic colors (Maloney, 1984) are the photoreceptor excitations under a known reference illuminant, 
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(4)

Since the reference illuminant and photoreceptor sensitivities are known, the intrinsic colors in Eq. 4 are simply functions of the (variable) surface spectral reflectance. If we can somehow compute the photoreceptor excitations under a known reference illuminant  (Eq. 4) from the photoreceptor excitations under an arbitrary, unknown illuminant (Eq. 3), then we have evidently “discounted the unknown illuminant.” Of course, there are many possible choices of  intrinsic colors other than Eq. 4 and we will meet an alternative set in the next section.

What might be called the surface color perception problem is encapsulated in Eq. 3. The visual system has access to only the photoreceptor excitations (at all retinal locations) on the left hand side of the equation and must somehow transform them into non-trivial
 intrinsic colors. Without further restrictions on the possible spectral power distributions and surface spectral reflectance functions that can appear in the integral on the right-hand side, there is simply no possibility whatsoever of succeeding, as noted above. That human observers do seem to succeed in some scenes indicates that surfaces, lights, or both are subject to constraints in these scenes, constraints that the human visual system makes use of. In the next section, we will examine one such set of constraints.

Linear Models. Several authors (Yilmaz, 1962; Sällström, 1973; Brill, 1978, 1979; Buchsbaum, 1980; Maloney & Wandell, 1986) have independently chosen to model spectral power distribution functions and surface spectral reflectance functions as finite-dimensional linear function spaces or, equivalently, generalized Fourier series (Apostol, 1969, Chaps. 1-2; Strang, 1988; Young,  1988). Many other researchers have since made use of this representation. . Maloney & Wandell (1986) introduced the term linear model for this sort of representation and Wandell (1995) contains a clear introduction to the use of linear function spaces in vision. 

The basic idea of the representation is simple. I’ll begin with illuminant spectral power distributions. The model comprises illuminant spectral power distributions that are weighted mixtures of a fixed set of basis illuminants, 
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We can think of the basis illuminants, 
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, as known, fixed reference lights. The unknowns in Eq. 5, then, are the weights 
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 which determine the illuminant 
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. An evident consequence of imposing this linear model constraint is that every ‘possible’ light can be specified by just specifying M numbers (the weights).

Surface spectral reflectances are represented by a second linear model:
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The basis surface reflectance functions 
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 are also fixed and known. The weight vector 
[image: image19.wmf](

)

N

s

s

s

,

,

1

L

=

 contains N numbers that together determine the surface spectral reflectance. When N=3 and the basis surface reflectance functions are linearly independent
, the weights 
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 are an example of a set of intrinsic colors: Given 
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, each weight can be computed by using standard linear algebra methods (Strang, 1988), allowing us to write the weights in the form of intrinsic colors: 
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. The importance of the linear model approach only becomes apparent when we substitute Eqs. 5 and 6 with 
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into Eq. 3. After simplifications (Maloney, 1984, 1999), Eq. 3 becomes a simple matrix equation,
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or, rather, a set of simultaneous matrix equations, one for each location xy,  that all share the same 3x3 matrix 
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. This matrix is unknown but depends only on the unknown illuminant. The vectors 
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 are, as before, the known excitations of the three photoreceptors classes across the retina, and the vectors 
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are now the unknown intrinsic colors that we seek to recover. If we somehow could determine the illuminant (Maloney & Yang, THIS VOLUME), then we could solve Eq. 7 for the  
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 at each xy by inverting the matrix 
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Hurlbert (1998) and Maloney (1999) provide detailed reviews of attempts to solve Eq. 7 by adding additional constraints to the linear model constraints that allow estimation of the unknown illuminant; D’Zmura & Iverson (1993a,b, 1994; Iverson & D’Zmura, 1995a,b) have characterized the solution conditions for Eq. 7 and  certain generalizations of Eq. 7.

In the following section, I describe evaluations of linear model descriptions of collections of real lights and surfaces. It is evident that any solution of Eq. 7 is of relevance to computer vision only when the real environment in an application is captured by an ideal environment based on Eqs. 5 and 6 and the other Flat World assumptions. Such models are relevant to human surface color perception only if we can find suitable choices of basis functions (subspaces) in Eqs. 5 and 6 over which human color vision exhibits near-perfect color constancy: a reasonable place to begin the search is by evaluating fits to various parts of the world around us, as described in the next section. While it is evidently of value to know which choice of basis functions optimize human performance in surface color perception, there has been no research on this issue. 

The following section is more technical than the remainder of the article and the reader may skip to the sub-section titled The Human Environment without losing the thread of the argument.

Evaluating Linear Models of Surfaces and Lights Researchers have considered two different routes for evaluating the fit of linear models to surfaces and illuminants. The first, and most common, is to fit a linear model explicitly to a collection of measured surface reflectance functions or measured spectral power distributions. I will describe how this is done later in this section, and report results for previous fits. This empirical approach is often vulnerable to the criticism that any conclusions drawn cannot be generalized beyond the collection of surfaces analyzed, a point we will consider in some detail below.

The second approach is theoretical: if the surface spectral reflectance functions of any class of surfaces or the spectral power distributions of illuminants are constrained, the constraint can, in principle, be derived from consideration of the physics and chemistry of light and surface. There are well-developed models of the variations observed in terrestrial daylight with changing atmospheric conditions (Henderson, 1977) and  the surface spectral reflectance functions of  non-diffractive biological colorants (non-diffractive biochrome surfaces) may share a common low-pass constraint  that can be derived from consideration of the quantum chemistry of  disordered solids and liquids (Maloney, 1986; van Hateren, 1993; Bonnardel & Maloney, 2000). 

Surfaces. I next describe how to fit an optimal least-squares linear model  to a set of 1413 empirical surface reflectances described in Chittka, Shmida, Troje & Menzel (1994). Chittka et al. measured the surface spectral reflectance functions of flowers across the span of several months at high spectral resolution. There are no published reports of fits of linear models to this large empirical sample of surface spectral reflectance functions, although Bonnardel & Maloney (2000) studied it in the Fourier domain.

Suppose that we have a set of empirically-measured surface spectral reflectances
, 
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, we can compute,  by linear regression (Maloney, 1986), the weights 
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 in  Eq. 3, that minimize the least-square error, 
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We are, in effect, measuring how well this choice of basis functions 
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 can fit each particular empirical reflectance function 
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We wish to choose the collection of basis functions 
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This turns out to be a simple computation using standard numerical analysis methods (See Mardia, Kent & Bibby,  1979) and a standard measure of goodness of fit for such methods is variance accounted for (VAF). Of course there are other criteria for goodness-of-fit and other fitting methods, a point we will return to further on. To date, VAF  is overwhelmingly the measure used by researchers who fit collections of lights and surfaces by means of linear models.

Unfortunately, many authors fit  empirical data to linear models (Eq. 6) using a sub-optimal fitting procedure. The first basis function is assumed to be the arithmetic mean
 of the empirical sample
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and the remaining basis functions are then chosen to minimize Eq. 10. Eq. 6 can be rewritten in this case as,
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The unconstrained fit (when the first basis function need not be the mean of the empirical sample) cannot result in a lower VAF than the constrained fit, and the resulting VAF will typically be higher. Consequently, the reports of VAF when the constrained fitting procedure is used will typically understate the true VAF that can be achieved by a linear model with any fixed number of basis functions.

INSERT FIG 4 ABOUT HERE.

Fig. 4 contains plots of  VAF versus the number of basis elements N for the 1413 surface reflectance functions in the Chittka et al. sample. For comparison, results for the 170 surfaces measured by Vhrel, Gershon & Iwan (1994) and the 337 Krinov surfaces (Maloney, 1986) are plotted
. The results confirm the conclusions drawn in Maloney (1986): ‘‘... the number of parameters  required to model ... spectral reflectances is five to seven, not three. (p. 1674)'' 

       Several researchers have previously fit linear models to empirical collections of surface reflectance functions.  Cohen (1964) analyzed a subset of the Nickerson-Munsell color reference surfaces (Kelley, Gibson & Nickerson, 1943)  and concluded that a linear model with as few as 3 or 4 free parameters could provide accurate approximations to the measured SSRs.  Maloney  (1986)  analyzed the full set of 462 Nickerson-Munsell chips and confirmed Cohen’s conclusions.  As just noted,  Maloney also analyzed a collection of SSRs of 337 samples of natural formations collected by Krinov (1947/1953) and found that a linear model with as few as 5 to 7 free parameters could provide an essentially perfect fit to both sets of reflectance spectra taken together (Fig. 4).  Parkkinen, Hallikainen & Jaaskelainen (1989) measured the surface spectral reflectance functions of the current Munsell collection (1257 chips) with a finer sampling interval in the electromagnetic spectrum (5 nm instead of 10 nm as in the studies just described).  They concluded that 8 to 12 basis functions were needed to achieve accurate approximations for all spectra.  Finally, Vrhel, Gershon & Iwan (1994) measured 170 surface reflectance functions of natural and artificial objects (with 2 nm sampling intervals) and concluded that roughly 7 to 8 free parameters were needed to reproduce their data (See Fig. 4).  In all cases the measure of goodness of fit increased rapidly with the number of basis elements: linear models with as few as three parameters provide fits to surface reflectance data with a residual least-square error less than 2% of the total variance.  These studies suggest that a linear model with as few as three parameters could be used to accurately approximate a remarkably wide range of SSRs; no more than 10-12 parameters are needed to effectively reproduce each of the surface collections above considered in isolation.

Illuminants. Several authors have investigated how well linear models capture collections of daylight spectral power distributions (Judd, MacAdam & Wyszecki, 1964; Das & Sastri, 1965; Sastri & Das, 1966, 1968; Dixon, 1978; Romero,  Garciá-Beltrán & Hernández-Andrés, 1997, 1998).  All of the studies used the sub-optimal fitting procedure of Eq. 12 except for those of Romero et al. The studies are in agreement that linear models with as few as 3-4 parameters account for most of the observed variation in measured spectral power distributions of daylight. The data sets corresponding to all but the two most recent studies are no longer available for reanalysis.

Romero, García-Beltrán & Hernández-Andrés (1997) sampled the spectral power distributions of daylight from 400 nm to 700 nm over a period of four days in Granada, Spain. They performed a principle components analysis on the resulting 99 spectral power distributions. They found that approximations to the measured spectral power distributions using three basis elements accounted for 0.9997 of the variance. The number of samples collected was not large, the time period over which they were collected was short, and it is not clear how representative the  climate of Granada is of climates in other regions of the world. Nevertheless, the fit is remarkable, and their results, together with the results of earlier research, indicate that low-dimensional linear  models provide very good approximations to daylight spectral power distributions.

Issues in Fitting Empirical Data. More sophisticated methods permit simultaneous choice of optimal  linear models for any  sets of empirical illuminants and surfaces (Marimont & Wandell, 1992). The results of this section suggest that surface reflectance functions and illuminants in ‘natural environments’ are constrained. This idea is not new. Several authors (Stiles, Wyszecki, and Ohta, 1977; Lythgoe, 1979; MacAdam, 1981) have expressed the opinion that empirical surface reflectances are smooth, constrained curves.  Land (1959/1961) asserts that  ‘Pigments in our world have broad reflection characteristics.’ Still, there are many open questions concerning the nature and importance of the constraints on ‘natural’ surfaces and light and how they might best be modeled. In the remainder of this section  I raise some of them.

Non-Linear Models.  Only linear models are considered here as candidate representations for natural surfaces and reflectances. It is certainly possible that a non-linear model with N parameters such as,


[image: image41.wmf](

)

(

)

j

N

j

j

S

S

s

s

l

l

Õ

=

=

1







(13)

might provide better approximations to empirical surface reflectance functions than any linear model with N parameters. There has been no systematic attempt to find non-linear models that provide better fits than linear models. Many of the algorithms below could be readily altered to take advantage of a nonlinear constraint such as that embodied in Eq. 13.

Loss Functions.  The reader may question the use of the least-square criterion 
[image: image42.wmf]X

 in fitting models to data. An advantage of the least-square error measure is that it is independent of the  properties of any particular visual system. Any conclusions  drawn are statements about the empirically measured surface  spectral reflectances themselves, and in attempting to understand the physical bases for the empirically-observed constraints  on surfaces, this is desirable (Maloney, 1986). Also, it is important to recognize that many of the better known error measures (‘metric’) such as the Minkowski p-metrics,
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with  
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are consistent with the least–square norm (p = 2) in the following sense.  If a sequence of functions converges under the Minkowski p-metric for p not equal to 2, then it converges when p = 2 and vice versa. Intuitively, speaking, ‘close’ in any of these norms means the same thing. Not all norms are consistent with the least-square norm: the Kolmogorov  norm 
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is not consistent with the least-square norm: two functions can disagree by an amount w at a single wavelength and be otherwise identical: these will always be  w apart according to the Kolmogorov norm.  But by Eq. 14, they will have a difference of 0 since a finite number of discontinuities do not affect the integral. But, for precisely that reason, the Kolmogorov norm is not of use in evaluating human visual response.

A different approach (Dannemiller, 1992) is to measure the ability of an ideal-observer to discriminate approximate from exact surface functions. It is important to consider both the nature of the physical constraint on surfaces (independent of any visual system) and also the impact of the constraint on visual performance for particular visual systems. 

Theoretical Approaches. It is not clear what constitutes a ‘natural environment’ for human vision or how to sample it, what surfaces should be included, and what weight each should be given. Only one of the data sets of surface reflectances (Cohen (1964) analyzed a sample of  the full Nickerson-Munsell data) discussed above could be considered as random samples from a larger, identifiable population to which we might generalize. When we consider other biological visual systems, the problem is scarcely less difficult. It is, therefore, desirable to consider why at least some classes of physical surface exhibit physical constraints and what these constraints might be. If we understood the theoretical bases for these constraints, we need not wonder whether they might vanish with the next collection of empirical surface reflectance functions.

Stiles, Wyszecki, and Ohta (1977) and, later, Buchsbaum & Gottschalk (1984) suggested that surface spectral reflectance functions are approximately low-pass. Maloney (1984; 1986) tested this ‘low-pass hypothesis’ for the Krinov data and concluded that the Krinov reflectances contained little spectral energy above a band-limit corresponding to three samples. He suggested specific physical processes responsible for this observed  ‘low-pass’ constraint for organic colorants. Further discussion of the low-pass hypothesis  may be found in  Bonnardel & Maloney (2000).  Maloney (1986) attempts to link surface spectral reflectance functions of disordered liquids and solids and the observed low-pass constraint on these same surfaces.

The Human Environment.  The key advantage of the linear models approach is that it permits us to describe surfaces and illuminants by specifying only a small number of parameters. If the number of parameters needed to describe a surface (Eq. 6) exceeds the number of classes of photoreceptors in a visual system, then Eq. 7 cannot, in general, be solved. As we have seen, the number of surface basis functions needed to describe various collections of empirically measured surface reflectance functions require more than three basis elements to represent them within a linear model: the world of surfaces is not three-dimensional, though it can be well-approximated by a three parameter linear model. 

The primary concern of this chapter, though, is the operating range corresponding to human surface color perception. Is there a non-trivial choice of a three-dimensional linear model for surface reflectances and non-trivial choice of linear model for illuminants
 for which, when the other Flat World assumptions are  satisfied, human color vision provides stable estimates of surface color despite changes of illuminant? This environment, if it exists, would not correspond to the physical world we live in, but would provide good approximations for many, but not all of the surfaces and illuminants found in it. When the scene immediately around us conformed to the ‘human environment’, we would experience stable perception of surface properties, encoded as colors. When it did not, we would perceive marked failures of color constancy with changes in the illuminant or other aspects of a scene. The issue, then, is whether there is a slight idealization of the physical environment for which human color vision is perfectly color constant?

We do not know whether there is such an environment to be found within Flat World. If there is, though, it would clear up some of the difficulties we encountered in discussing surface colors in the environment. 

Flat World Environments lack much of the structure we encounter in normal environments. In the next section, we consider a class of environments that explicitly represent the three-dimensional layout of objects and light sources in scenes.

SHAPE WORLD ENVIRONMENTS

Fig. 5 indicates some of the additional structure introduced into the environment in Shape World: shading, specularity, mutual illumination, etc. The shape-from-shading literature is a source of models for illuminant-surface  interaction in three-dimensional scenes (see Horn & Brooks, 1989) and the descriptive language for Shape World is drawn largely from computer graphics (Cohen & Wallace, 1993).

     Note that we can always reduce any Shape World Environment to a Flat World Environment by simply ignoring the three-dimensional structure of the scene. Explicitly three-dimensional structures such as shadows or specularity could then be reinterpreted as a change in surface region. For example, a specular highlight can be modeled as a white surface patch.  

INSERT FIG 5 ABOUT HERE.

Bi-directional Reflectance Density Functions. The surface spectral reflectance function of Flat World, 
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, is replaced by the bi-directional reflectance  density function (BRDF) introduced in Fig. 1, denoted  
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. The vector 
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 is a unit vector from the surface at xy in the direction of the visual system and  
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 is the unit vector from the surface toward a punctate light source. 

The possible interactions between light and surface are complex  (Nassau, 1983; Larson & Shakespeare, 1997; Cohen & Wallace, 1993; Weisskopf, 1968) and little understood. Research in this area is often carried out for the purposes of developing better models for computer graphics applications, such as scene rendering. Cohen & Wallace (1993) is still a good introduction to such models..  Lee, Breneman, & Schulte (1990)  report measurements of BRDFs of a small number of surfaces, which we will return to below. 

I will organize this section by considering a nested list of constraints on possible BRDFs. Before, we begin, though we must stop for a moment to decide what we mean by an intrinsic color, now that we are free to move in three dimensions with respect to a surface. The BRDF 
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 can be interpreted as a spectral reflectance function  with corresponding intrinsic colors 
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. A surface can evidently have arbitrarily different intrinsic colors, as we vary the directions 
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 to the eye and to the light source, respectively, and there are, of course, surfaces that do change color appearance dramatically with viewing angle and position of the light source (e.g. biological colorants based on diffraction). Much of the modeling of the BDRF, however, has assumed that there is, for each surface, a function 
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, that captures the spectral properties of the surface. 

This would be the case if the BRDF can be written in the form,
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I’ll refer to BRDFs that can be written in this form as spectro-geometrically  separable. Intuitively, changes in the orientation of the surface, the position of the eye, and the position of the light source serve only to scale the surface reflectance function. The Lambertian BRDF model and other models commonly employed in rendering applications (Cohen & Wallace, 1993) are separable in this sense as is the recent model of Oren & Nayar (1995; Nayar & Oren, 1995) which attempts to model the effects of local roughness on the BRDF.  Powerful radiosity methods in computer graphics are readily adapted to render environments where BRDFs are spectro-geometrically separable (Larson & Shakespeare, 1997) and it is therefore possible to study human color vision in such environments using rendered scenes.  

     It will cause no confusion to use the same notation for the Flat World spectral reflectance function and the spectral component of a BRDF in Shape World and there is an evident and immediate application of Eq. 6 to Eq. 16 that would allow us to replace 
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 by a linear model approximation, reducing the spectral information to a small number of parameters: 
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Diffuse-Specular Superposition. Surfaces often do not satisfy spectro-geometric separability. Shafer (1985; Klinker, Shafer & Kanade, 1988) suggested that many surface BRDFs (corresponding to dielectric (non-conducting) surfaces such as plastics) may be represented as the sum of two surface BRDFs each of which satisfies geometric-reflectance separability:
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The first term in the summation is termed the diffuse component, the second, the specular component. The constraint on surfaces embodied in Eq. (17) will be referred to as the diffuse-specular superposition property. The Neutral Interface Model of Lee, Breneman & Schulte (1990) embodies this property.  Radiosity methods in computer graphics can readily render such scenes (and indeed any scene where BRDFs can be represented as the sum of a small number of classes of spectro-geometrically separable BRDFs (Maloney & Yang, in preparation). Again, an application of Eq. 6 to Eq. 17 allows us to compress the spectral information to a small number of parameters.

Lee, Breneman & Schulte (1990) tested whether surfaces satisfied the diffuse-specular superposition property. They measured the spectral reflectance functions of nine surface  materials  for different viewing geometries. They  found that it was satisfied for some of them (including ‘yellow plastic cylinder’, ‘green leaf’, and ‘orange peel’) but not all (e.g. ‘blue paper’, ‘maroon bowl’). Tominaga and Wandell (1989; 1990) report empirical tests of the property as well. 

There is  limited empirical work evaluating the properties of BRDFs or the fit of any of the proposed models to data. Dana,  van Ginneken, Nayar &  Koenderink (1999) have collected 60 empirical BRDFs sampled at many combinations of 
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 which are available to other researchers. 
CONCLUSION
We do not know if there is a specific non-trivial environment for human surface color perception. If there were and we knew the list of assumptions that it comprised then, sometime in the near future, we could simulate a virtual world in which a human observer would see changes in surface colors only when the material properties of surfaces changed. Changes in illumination, redistribution of other surfaces in the scene, and so on, would not alter the link between perceived color and the intrinsic colors of surfaces. The work reviewed in this chapter hints that such an environment must be different from the world we live in but need not be very different.

If we were to take a stroll in this virtual world we might have difficulty telling it from the real one. We might overlook a lack of alexandrite (Nassau, 1983) and only gradually come to realize that diffraction processes are excluded: oil slicks and peacocks are less glorious than they are in reality. In that world, though, perceived color would simply be the encoding of specific surface properties. We could devise a machine to predict human color perception.

There is an impressive array of philosophical work arguing that color is qualitatively different from, say, shape, and not an property of things in the world in the same way as, say, shape (Byrne & Hilbert, 1997; Hardin, 1982; Thompson, 1995; Stroud, 2000). If  we cannot identify the hypothetical measurable properties of the BRDF that are objective correlates of color appearance, the intrinsic colors of surfaces (Shepard, 1992), then evidently it is not. The philosophers are correct. Color is not a property of surfaces, but of scenes.

Yet, in a  different, idealized environment, very near to our own, but with a somewhat simplified physics and chemistry, our color vision might be able to accurately and reliably perceive stable surface colors. If  we can determine exactly what that environment is, we will certainly have a better understanding of human color vision and its limitations, and we will also be in a better position to explain Robert Boyle’s discomfort in ascribing colors to surfaces. And, if there are philosophers in this idealized world, they will be wrong to consider color as anything other than a perceptual correlate of an objective surface property, an intrinsic color.
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FIGURE LEGENDS

Figure 1: The bi-directional reflectance density function. The vector N is the unit normal to a specific point on a surface. The vector 
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 is a unit vector from the same point on the surface in the direction of the light source and the vector 
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is a unit vector from the same point in the direction of the viewer. The bi-directional reflectance density function  specifies the proportion of light of wavelength 
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arriving along 
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 that is re-emitted in the direction 
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Figure 2: Ideal environments. An ideal environment is a mathematical  description of a collection of scenes. The environment associated with a computational vision algorithm specifies the range of possible scenes over which the algorithm can function correctly. We can also speak of the ideal environment of a biological visual system. If we simulate scenes that satisfy the ideal algorithm of a biological visual system we expect that it will correctly estimate specific properties of the world, e.g. surface colors.

Figure 3: Flat world environments. As it’s name suggests, Flat World is almost completely devoid of  three-dimensional structure. The observer sees surfaces confined to a plane or very large sphere, illuminated by a single, distant light source. The precise specifications of `Flat World’ are given in the text. 

Figure 4: Proportion of variance accounted for by a linear model with 2-9 parameters. The dimensionality of the linear model (the number of basis reflectance functions) is plotted on the horizontal axis. The vertical axis is the variance accounted for (VAF) of the optimal linear model for a collection of surface reflectance functions with the specified number of basis elements. Results for three collections of surface data are shown. The Krinov data is taken from Krinov (1947/1953), the Vhrel data is the data set described in Vhrel et al (1994), and the Chittka data set is the data set described in Chittka et al (1994). The fits reported for all three data sets were computed as described in the text.

Figure 5:  Shape World Environments. Shape World environments explicitly represent the locations and properties of surfaces and light sources in three dimensions, not unlike the specification of inputs to a  sophisticated computer graphics rendering package (e.g. Larson & Shakespeare, 1997).































� The values of the BRDF are probability densities, not probabilities. It is the probability that photons arriving along a narrow cone centered on the vector � EMBED Equation.3  ���will be re-emitted along a narrow cone centered on the vector � EMBED Equation.3  ���. See Cohen & Wallace (1993).


� Lightness, roughly speaking, refers to the light-dark dimension of surface color perception (Gilchrist, 1994). Throughout this chapter I will use the term ‘surface color’ to refer to black, white, and grey stimuli as well as surfaces that are colored in the everyday use of the term.


� We will only be concerned with monocular viewing conditions in Flat World.


� Precisely, functionals whose arguments are themselves functions.


� An example of  trivial intrinsic colors: simply set the functions � EMBED Equation.3  ��� to all be the zero function.  To be non-trivial, the choice of intrinsic colors must vary from surface to surface and also satisfy a simple independence condition if the observer is to be trichromatic. See Maloney (1984).


� The three basis surface reflectances are linearly independent if no one of them can be mixed from the other two. 


� I will treat a sampled surface reflectance function, sampled at wavelengths � EMBED Equation.3  ���, as a step function that is constant between � EMBED Equation.3  ��� and � EMBED Equation.3  ���, and has as its constant value, the sampled value at � EMBED Equation.3  ���. These step functions have values defined at all wavelengths � EMBED Equation.3  ��� and their use allows me to use the same notation and conventions for empirical and theoretical surface spectral reflectance functions.





� See Maloney (1999) for further discussion. The authors who use the constrained fitting methods employ principle components analysis (Mardia, Kent & Bibby, 1979) on normalized data, a plausible but sub-optimal method. The resulting basis functions need not be orthogonal or even linearly independent.


� Vrhel et used the sub-optimal procedure just discussed. The results reported in Fig. 4 were computed using the optimal procedure.


� Which must be either two- or three-dimensional (Maloney, 1984). The term ‘non-trivial’ is used here to guarantee that surfaces corresponding to a three-dimensional color gamut are included.


� If we consider Shape World Environments including  transparent or translucent surfaces, then our retinal coordinate system is no longer sufficient and we should develop an adequate scene-based coordinate system for specifying the location of specific points on surfaces. However, the added notational complexity would add little to the discussion here. We will continue to use retinal coordinates xy as a stand-in for a better choice.
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