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In experiments concerning depth perception, the experimenter typically knows the right answer on every trial. Real or simulated objects are placed at a known distance from the experimental observer, and he or she is asked to estimate absolute depth or judge relative depth. A summary of the observer’s performance  begins with a description of how accurate the observer’s judgments were, how close the observer came to the correct response. We know that depth perception is a complex process, that the observer makes use of multiple depth cues (Kaufman, 1974) and even that the observer may use different depth cues in different scenes  (Landy, Maloney, Johnston, & Young, 1995).

In contrast, in studying surface color perception, we still have relatively little idea of how human observer estimate the surface properties that correspond to color (Maloney, 1999) or what these surface properties might be (Maloney, THIS VOLUME). Previous research indicates that observer make roughly the same color judgments when they view the same surfaces in different contexts, a phenomenon known as color constancy. Reports of color constancy lead us to suspect that human observer are estimating surface properties that are just as objective as the depth or dimensions of objects in a scene, but we do not yet know how we achieve the degree of color constancy that we do.

The degree of surface color constancy that we experience depends on viewing conditions: under some circumstances, we have essentially none (Helson & Judd, 1936) and under others, we show a remarkable, nearly perfect, degree of constancy (Brainard, Brunt,  & Spiegle, 1997; Brainard, 1998).  Unqualified assertions that we have ‘approximate color constancy’ (e.g. Hurvich, 1981, p. 199) are misleading. If we are to understand color vision under circumstances where the colors assigned to surfaces are little affected by changes in illumination, then we need to examine why we succeed at assigning invariant color descriptors to surfaces under some conditions and fail dramatically under others.

What do some scenes have, that other scenes don’t, that enhances color constancy?  If we asked an analogous question concerning depth vision, we could answer it with some confidence: in scenes with few or no depth cues, human perception of depth will fail. Even in scenes with useful depth cues, human observer will still fail if early visual processing misinterprets them or fails to use them, two sorts of errors that lead to visual illusions (Coren & Girgus, 1984). 

In this chapter, we consider an analogous explanation for failures (and successes) of surface color  perception based on a model of surface color perception proposed by Maloney (1999). A key step in this model is  estimation of the color of the illuminant (or equivalent information) at each point in a scene.  This idea is scarcely new: we find it in embryo in Helmholtz (1896/1962, Vol. 2,  p. 287), and its clearest modern expression is the ‘dual-code’ hypothesis of Mausfeld and colleagues (Mausfeld, 1997). 

Maloney (1999) goes on to propose an explicit mechanism for  estimating the illuminant by combining multiple illuminant cues, by analogy to depth cue combination. He describes possible illuminant  cues taken from the computational literature (two of which we will describe in detail below) but leaves open the question of  which cues are used in human vision. 

An evident implication of this Illuminant Estimation Hypothesis is that the number and strength of illuminant cues present in a scene limit the degree of color constancy possible: little color constancy is possible in  scenes devoid of  illuminant cues. If a color visual system fails to make use of the cues available, we would also expect errors in surface color perception as a consequence. 

In this chapter, we will first describe the Illuminant Estimation Hypothesis in detail and discuss some of the candidate cues to the illuminant found in the computational literature. Then  we will describe recent empirical tests of the Illuminant Estimation Hypothesis that lead to the conclusion that the human visual system makes use of multiple illuminant cues, not all of which are present in every scene.  We will also present evidence suggesting that the visual system does not always make use of illuminant cues that are present in a scene. 

THE ILLUMINANT ESTIMATION HYPOTHESIS
Notation. The color signal that comes to the eye contains information about light and surface reflectance in the scene. The initial data available to the visual system are simply the excitations of photoreceptors at each location xy in the retina:
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Here, 
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 is used to denote the surface spectral reflectance function of a surface patch imaged on retinal location xy, 
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 is the spectral power distribution of the  light incident on the surface patch, and 
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 are the photoreceptor sensitivities, all indexed by wavelength 
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 in the electromagnetic spectrum.
  The visual system is assumed to contain photoreceptors with three distinct sensitivities (
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), although, of course, at most one photoreceptor can be present at a single retinal location. 
[image: image7.wmf](

)

l

E

 and 
[image: image8.wmf](

)

l

xy

S

 are, in general, unknown, while the
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 are taken to be known.  Fig. 1 illustrates this simplified model of surface color perception.

Any visual system that is perfectly color constant (Fig. 1) must somehow invert Eq. 1, transforming photoreceptor excitations into surface color descriptors that depend only on 
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; Any visual system that is nearly color constant must compute an accurate approximation to this inverse. 

FIGURE 1 ABOUT HERE

Environments and algorithms. Without further constraints on the problem, Eq. 1 cannot be inverted, and the problem cannot be solved, even approximately (Ives, 1912; Sällström, 1973). How, then,  is color constancy, approximate or exact, ever possible for a visual system like ours? In the last 20 years, a number of researchers have sought to develop models of biologically-plausible, color constant visual systems (for reviews, see Hurlbert, 1998; Maloney, 1999). For our purposes, we can think of each  model as containing (1)  a mathematical description of an idealized world  (referred to as an environment  by Maloney, 1999) and (2) an algorithm that can  be used to compute invariant surface color descriptors within the specified environment. The statement of the environment, of course, comprises the constraints that make it possible to invert Eq. 1, and the algorithm is a recipe for doing just that.

Given an algorithm embodied in a visual system, biological or artificial, and viewing conditions that satisfy the environmental assumptions of the algorithm, we would expect that the surface color estimates returned by the visual system would be color constant. Once removed from its environment, the algorithm may fail partially or completely (of course, as noted above, human color constancy also fails dramatically under some viewing conditions). 

An active area of research concerns the match or lack of match between mathematically-described environments, and particular subsets of the terrestrial environment where we suspect that human surface color perception is constant or nearly so (Maloney, 1986;  Parkkinen, Hallikainen,  & Jaaskelainen, 1989; van Hateren, 1993; Vrhel, Gershon & Iwan, 1994; Romero, Garcia-Beltran &  Hernandez-Andres, 1997; Bonnardel and Maloney, 2000; for a review, see Maloney, THIS VOLUME). This article is less concerned with environments  than with the algorithms corresponding to them.

 Two-stage algorithms. Many recent algorithms have a common structure: first,
  information concerning the illuminant spectral power distribution is estimated. This information is usually equivalent to knowing how photoreceptors would respond if directly stimulated by the illuminant without an intervening surface (Maloney, 1999). This illuminant estimate is then used to invert Eq. 1 to obtain invariant surface color descriptors, typically by using a method developed by Buchsbaum (1980). The algorithms differ from one another primarily in how they get information about the illumination. There are currently algorithms that make use of surface specularity
 (Lee, 1986; D’Zmura & Lennie, 1986), shadows (D’Zmura, 1992), mutual illumination (Drew & Funt, 1990), reference surfaces (Brill, 1978; Buchsbaum, 1980), subspace constraints (Maloney & Wandell, 1986; D’Zmura & Iverson, 1993ab), scene averages (Buchsbaum, 1980), and more (Maloney, 1999). An evident conclusion is that there are many potential cues to the illuminant in everyday, three-dimensional scenes.

Cue combination. Of course, many of the cues just listed may be absent from a particular scene or very weak. A scene without specular objects, for example, provides no specular information concerning the illuminant. Given that there are several possible cues to the illuminant, not all of which need be present in every scene, it is natural to consider illuminant estimation as a cue combination problem, analogous to cue combination in depth/shape vision (See Landy, Maloney, Johnston & Young, 1995 for a review of depth/shape cue combination). This idea did not originate with Maloney (1999): Kaiser & Boynton (1996, p. 521), for example, suggest that illuminant estimation is best thought of as combination of information from multiple illuminant cues. Brainard and colleagues (Brainard et al, 1997; Brainard, 1998) note that the patterns of errors in surface color estimation are those to be expected if the observer incorrectly estimates scene illumination and then discounts the illuminant using the incorrect estimate (‘the equivalent illuminant’ in their terms). Their observer supports the hypothesis that the observer is explicitly estimating the illuminant at each point of the scene. As we noted before, Mausfeld and colleagues (Mausfeld, 1997) advanced the hypothesis that the visual system explicitly estimates illuminant and surface color at each point in a scene, their ‘Dual Code Hypothesis.’ Many of the linear model algorithms reviewed by Maloney (1999), taken as models of human vision,  presuppose this ‘Dual Code Hypothesis.’

In this chapter, we  examine in detail how the human visual system might form illuminant estimates. The goal is to develop a plausible model of human surface color perception as a process that develops an estimate of the ambient illuminant at each point in a scene by combining multiple cues to the illuminant. Of course, it is important to test this model and to determine which cues are significant in human vision. We view the current state of this model by analogy with depth and shape vision in the middle of the 19th Century, where researchers were certainly aware that there were multiple, possible depth cues, but also uncertain as to which were used in human visual processing. 

ILLUMINANT ESTIMATION AS CUE  COMBINATION

Preliminaries. Consider the following simple model of illuminant estimation: each of several cues (specularity, etc.) is used to estimate the illuminant parameters which we denote as 
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are the photoreceptor excitations for each class of photoreceptor when directly viewing the illuminant, referred to as the chromaticity of the illuminant. One obvious way to gain information about illuminant chromaticity is to look directly at the light sources in a scene. Correct use of this direct viewing cue presupposes that the visual system can determine that particular items in the visual field are sources of illumination and that it can also sort out which surfaces are illuminated by which illuminants, no easy task. Bloj, Kersten & Hurlbert (1999) report evidence suggesting that the visual system has some representation of how light ‘flows’ from surface to surface in a three-dimensional scene. We do not yet know whether a direct viewing cue is employed in human vision under any circumstances. We denote an estimate of the illuminant based on a direct viewing cue by 
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. The hat (‘^’) symbol is commonly used is statistics to denote ‘an estimate of’, and we’ll use it in that sense.

If a visual system cannot obtain a direct view of the light sources, then it must develop an  estimate, 
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, of  these parameters
 indirectly. The various algorithms above,  are methods for computing an estimate 
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 when certain assumptions about the scene are satisfied (the environment). 

In this article we will report experimental tests of two candidate cues based on specularity, one we refer to as the specular highlight cue, the other, as the full surface specularity cue. The illuminant estimates based on these cues are denoted 
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and 
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 respectively. We postpone defining the latter until later in the chapter and discuss only the former here. Of course, we want to estimate the illuminant at each point in a scene, and it may vary from point to point. For our purposes, though, we can imagine that, for the remainder of this chapter, we are interested in one specific point in a scene and are trying to estimate the illumination impinging on it.

In many scenes there are ‘highlights’ on curved surfaces that typically correspond to illuminants present in the scene. If we trust that a particular highlight is not distorting the color of the light source, and that the reflected light source is the source of the illumination of a part of the scene, we can readily imagine that the photoreceptor excitations of the highlight, 
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, are a useful estimate of 
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, the illuminant parameters (we will explain why the estimate is marked with a tilde ‘~’, and not a hat ‘^’, in just a moment).

FIGURE 2 ABOUT HERE

The Illuminant Estimation Hypothesis. Fig. 2 contains a diagram illustrating the cue combination process. It is similar to a model of depth and shape cue combination proposed by Maloney & Landy (1989; Landy, et al, 1995). Explicit cues to the illuminant are derived from the visual scene and, eventually, combined by a weighted average at the extreme right, after two intervening stages labeled  Promotion and Dynamic Reweighting,  explained next.  The final rule of combination can be written as,
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The 
[image: image21.wmf]a

’s are scalar weights, between 0 and 1, that express the importance of  each of the cues in the estimation process.  The cue estimates shown correspond to the hypothetical cues discussed above: direct viewing (DV), specular highlights (SH), and full surface specularity (FSS).   If, for example, the direct viewing cue is not used in human vision, then 
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 and similar hypotheses for other cues, serve as a formalism that allow us to decide that a cue is in fact used in human vision (
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). Of course, there may be other cues to the illuminant, beyond these (Maloney, 1999). We are by no means claiming that any of these cues are active in human vision. Before describing how we carry out such tests, we need to say a bit about  dynamic reweighting and promotion in Fig. 2.

FIGURE 3 ABOUT HERE

Dynamic reweighting. There may be no shadows, no specularity, or no mutual illumination between objects in any specific scene. The illuminant may be in the current visual field (directly viewed), or not.  We may not bother to look around and find it in a given scene. In the psychophysical laboratory,  we can guarantee that any or all of the cues above are absent or present as we choose. If human color vision made use of only one cue to the illuminant then, when that cue was present in a scene, we would expect a high degree of color constancy and, when that cue was absent, a catastrophic failure of color constancy. Based on past research, it seems unlikely that there is any single cue whose presence or absence determines whether color vision is color constant. 

An  implication for surface color perception is that the human visual system may make use of multiple cues and different cues in different scenes. The relative weight assigned to different estimates of the illuminant from different cue types may also change. Land and colleagues (1995) report empirical tests of this claim which  imply that depth cue weights do change in readily interpretable ways. 

In particular, consider the sort of experiment where almost all cues to the illuminant are missing.  The observer views a large, uniform surround (Fig. 3A) with a single test region superimposed. The Observer will set the apparent color of the test region under instruction from the experimenter and it is plausible that the only cue to the illuminant available is the uniform chromaticity of the surround. In very simple scenes, Observer typically behave as if the chromaticity of the surround were the chromaticity of the illuminant (See Maloney, 1999 for discussion). If we rewrite Eq. 3, this time explicitly including the uniform background cue (UB),
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then an intelligent choice of weights for the scene of Fig. 3A is 
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, consistent with the behavior of the human visual system.

Consider, in contrast, the more complicated scene in Fig. 3B. There is still a large, uniform background, but there are other potential cues to the illuminant as well, notably the specular highlights on the small spheres. Will the observer continue to use only the chromaticity of the uniform background, or will he or she also make use of the chromaticity of the specular highlights as well? Will the influence of the uniform background on color appearance decrease when a second cue is available? Will 
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be greater than 0 and 
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 less than 1?

Cue promotion. A second, and surprising analogy between depth cue combination and illuminant estimation, is that not all cues to the illuminant provide full information about the illuminant parameters 
[image: image31.wmf](

)

E

E

E

E

3

2

1

,

,

r

r

r

r

=

. Some of the methods lead to estimates of 
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 up to an unknown multiplicative scale factor. The same is, of course, true of depth cue combination where certain depth cues (such as relative size) provide depth information up to an unknown multiplicative scale factor. By analogy with Maloney & Landy (1989), we  refer to such cues as illuminant cues with missing parameters.  A cue that provides an estimate of 
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 up to an unknown scale factor, is an illuminant cue missing one parameter, the scale factor. If the missing parameter or parameters can be estimated from other sources, the illuminant cue with parameters can be promoted to an estimate of the illuminant parameters, 
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. The problem of combining depth cues, some of which have missing parameters, is termed cue promotion by  Maloney & Landy (1989) and is treated further by Landy and colleagues (1995). In terms of notation,  variables with a ‘tilde’ (
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) denote unpromoted estimates of the illuminant, variables with a ‘hat’ (
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) denote the same estimate after promotion. In this chapter, we  will not be further concerned with cue promotion.

We began with the question, what do some scenes have, that others don’t have, that enhances color constancy? The answer we propose, in the spirit of the Illuminant Estimation Hypothesis, is that some scenes are rich in accurate illuminant cues, and the visual system makes use of them, leading to accurate estimates of illuminant chromaticity and a high degree of color constancy. Other scenes, including the sort of scene represented in Fig. 3A, contain few cues to the illuminant and we would not expect that the visual system could arrive at accurate estimates of illuminant chromaticity or surface color.  

Many of the algorithms described by Maloney (1999) can be identified with potential cues to the illuminant as noted above. What the cues to the illuminant employed in human vision are, and how they are combined, remain open questions.  In the following sections of  this chapter we  first define two cues based on surface specularity and then describe novel experimental methods that allow one to measure which illuminant cues are influencing human surface color perception.

TWO CUES BASED ON SURFACE SPECULARITY
The two cues make use of  surface specularity as, in effect, a mirror that can be used to view the illuminant directly. The first cue, specular highlight, uses the photoreceptor excitations corresponding to one or more specular highlights in a scene as an estimate of  the photoreceptor excitations to be expected if the visual system could directly view the illuminant, the illuminant chromaticity, 
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Of course, if the visual system is to use this cue it must, explicitly or implicitly, determine which parts of a scene, if any, contain specular highlights. Mistaking a red stop light for a specular highlight can lead to remarkable failures of color constancy (and a traffic citation).  There are clues, however, that help discriminate a specularity from a light source or just a light-colored surface patch. If the reflecting surface is convex and the observer moves his head, a specularity will ‘follow’ the surface. Specularities, unlike light-colored surface patches, are virtual images of light sources and, viewed binocularly, do not have the disparities corresponding to the surface on which they are formed (Blake & Bülthoff, 1990). If you gaze at any convenient specularity and close first one eye and then the other, you will see the specularity jump with respect to the surface underlying it. Its disparity corresponds to the full optical path from the eye to the light source by way of the surface, not  to just the distance to the surface. In summary, the visual system can gather some information that helps it to identify specular highlights in a scene.

Yet not all specularities serve as spectrally-neutral mirrors: gold and copper, for example, are highly specular when polished, but the photoreceptor excitations corresponding to specularities in a golden mirror are not those described by Eq. 2 (Nassau, 1982; Wyszecki & Stiles, 1982, pp. 55-56). If a visual system makes use of a specular highlight cue, we might suspect that it can also detect some of the boundary conditions where specular highlights are not useful cues to the illuminant and suppress the cue accordingly by setting the corresponding weight to 0.

The second cue considered,  full-surface specularity, was independently proposed by Lee (1986) and D’Zmura & Lennie (1986). It makes use of surface specularity information concerning the illuminant, but does not restrict attention to specular highlights or require that specular highlights be perfect mirrors reflecting the illuminant. It is particularly useful when applied to surfaces that are only slightly specular (e.g. human skin) and where the specular information in a highlight is contaminated by the non-specular components of the surface. The algorithm is an elegant method for separating specular information from non-specular information by comparison across multiple surfaces.

One of the environmental assumptions underlying the D’Zmura-Lennie-Lee cue is that the spectral characteristics of surfaces are accurately described by a model due to Shafer (1985). In the Shafer model, a  surface reflectance is a superposition of an idealized matte surface (‘matte’) and a perfect neutral mirror (‘specular’):
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where 
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and 
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are non-negative ‘geometric’ scale factors that vary with the relative position of the light source and the eye and 
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 is the surface spectral reflectance function of the matte surface for some fixed choice of viewing geometry (See D’Zmura & Lennie, 1986; Maloney, 1999). The  geometric scale factors are further constrained so that 
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 is a valid surface reflectance function with values between 0 and 1 at every wavelength (when 
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 is large relative to 
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, the surface will look like a piece of colored blotting paper, when 
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 is large relative to 
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,  the surface will look like a mirror). 

FIGURE 4 ABOUT HERE

The key idea in the algorithm proposed by Lee and D’Zmura & Lennie is that, for any extended surface under near-punctate illumination, 
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 and 
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 will naturally vary as the angles from the eye and from the light source to different points on the surface patch vary. This variation is enough to allow estimation of the contribution of the specular component uncontaminated by the matte component (indicated in  Fig. 4), by, in effect, constructing a virtual mirror in which the eye may view the illuminant.

The full-surface specularity cue is available even for objects that are only slightly specular, such as  human skin. The most specular point on a face may still be an evident mixture of the color of the illuminant and the color of the underlying matte component of the face. The D’Zmura-Lennie-Lee approach can be used to estimate photoreceptor excitations corresponding to the illuminant in conditions where the specular highlight cue would give a seriously misleading estimate. One peculiarity of the D’Zmura-Lennie-Lee algorithm is that there must be more at least two surfaces available in the scene with matte surface reflectance functions that are distinct (specifically, not proportional). In a scene with many Shafer objects, all with the same ‘color’ (matte surface reflectance function), the D’Zmura-Lennie-Lee cue is not available. We will use this fact in designing the experiments reported below.

The Shafer model is inaccurate as a description of certain naturally occurring surfaces (Lee, Breneman & Shulte, 1990) but it not known how well it approximates surfaces in the everyday environment.  It is, however, an accurate approximation of a large class of surfaces known as dielectrics, that includes plastics.  This is the model that we use in rendering all of the objects used as stimuli. Consequently, our stimuli satisfied the environmental assumptions for both specularity cues.

Cue Perturbation MethodS
We measured the influence of each of the three candidate cues to the illuminant using a cue perturbation approach analogous to that described by Landy and colleagues (1995).  The key idea underlying the approach is easily explained. Suppose that we are viewing a three-dimensional scene filled with objects, textures, lines, shadows, specularities, and more. We want to measure the extent to which a particular physical cue (texture) contributes to a particular psychophysical judgment (the shape of a textured object).  Is texture an important cue to shape in this particular scene? We could as readily ask whether specularity influences our perception of surface color, and, if so, to what extent. How can we evaluate the importance of potential sources of information (‘cues’) in very complicated, realistic scenes? In such scenes, there are many potential sources of information concerning shape, surface color, position, and so forth, and presumably all of the visual cues are signaling the same shape, surface color, etc. Just because texture is a useful depth cue doesn’t mean that it is used when other cues are available.

What we would like to do is to perturb the shape information signaled by texture or the illuminant information signaled by specularity while holding everything else in the scene constant. If the perturbation affects perceived shape or surface color, we have evidence that the cue is being used by the visual system, and the magnitude of the effect, compared to the magnitude of the perturbation, allows use to quantify the influence of the cue in a particular scene. We next describe in more detail how to perturb illuminant cues and measure their influences.

First of all, we simulate binocular scenes where multiple candidate cues to the illuminant are available. We next measure the observer’s achromatic setting for two different illuminants (illuminants I1 and I2) applied to the scene: these achromatic settings are plotted in a standard color space as shown in Fig. 5, marked  I1 and  I2). The direction and magnitude of any observer change in achromatic setting in response to changes in the illuminant, are useful measures of the observer’s degree of color constancy, which is not of immediate concern to us. We are content to discover that the chromaticity of the surface the observer considers to be achromatic changes when we change the illuminant, presumably because of information about the illuminant signaled by illuminant cues available to the observer. However, so far, we can conclude nothing about the relative importance of any of the illuminant cues present, since all signal precisely the same illuminant in both rendered scenes.

We next ask the observer to make a third achromatic setting in a scene where the illuminant information for one cue is set to signal illuminant I2, while all other cues are set to signal illuminant I1 (this sort of cue manipulation is not difficult with simulated scenes, but would be difficult or impossible to do in a real scene. The methods used are described in Yang & Maloney, under review). The experimental data we now have comprises three achromatic settings: under illuminant I1, under illuminant I2, and under illuminant I1 with one cue perturbed to signal illuminant I2. We wish to determine whether the visual system is ‘paying attention’ to the perturbed cue, that is, whether the perturbed cue has a measurable influence on color perception as measured by achromatic matching.

What might happen? One possibility is that the observer’s setting in the scene with one cue perturbed to signal illuminant I2 is at the point labeled  in Fig. 5, identical to the setting that he or she chose when all cues signaled illuminant I1. We would conclude that the perturbed cue  had no effect whatsoever on surface color perception – it is not a cue to the illuminant, at least in the scene we are considering. 

FIGURE 5 ABOUT HERE

Suppose, on the other hand, the observer’s achromatic setting in the scene with one cue perturbed to signal illuminant I2 (and all others are set to signal illuminant I1) is at the point marked in Fig.the same as it was when all cues signaled illuminant I2. This would suggest that the observer is only using the manipulated cue, ignoring the others.  A third possibility is that the observer chooses a setting somewhere between his or her settings for the two illuminants (point in Fig. 5), along the line joining them. Let 
[image: image49.wmf]d

 be the change in setting when only the perturbed cue signals illuminant 2 (the distance from I1 to and let 
[image: image50.wmf]D

be the change in setting when all cues signal  illuminant 2 (the distance from I1 to I2). We define the influence of the perturbed cue to be:
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The value I should fall between 0 and 1. A value of 0 implies that the perturbed cue is not used (point , a value of 1 implies that only the perturbed cue is used (point 
. Point  corresponds to an influence of 0.5 as it falls at the midpoint of the line joining A to B.


A critical factor in  illuminant estimation studies like those described here is that the images that are displayed on a computer monitor must be rendered correctly.  Human color constancy with simulated images is markedly less than that obtained with real scenes (Arend, Reeves, Shirillo & Goldstein, 1991; Brainard, 1998; Kurichi & Uchikawa, 1998). With real scenes, the index reaches an average of 0.84 (Brainard, 1998) while typical results with rendered scenes lead to values of 0.5 or less. illuminant or surfaces are not sufficient in rendering an image (Ives, 1912; Evans, 1948, Larson & Shakespeare, 1997; Maloney, 1999).  In Yang & Maloney (under review), we have taken several steps to ensure that the scenes we present are as accurate as possible. In describing the apparatus we will touch on some of them.

THE APPARATUS
Yang & Maloney (under review) built a large, high-resolution, stereoscopic display (Fig. 6), described in detail there.   The Observer sat at the open side of a large box, positioned in a chin rest, gazing into the box. Its interior  was lined with black, felt-like paper. Small mirrors directly in front of the observer’s eyes permitted him or her to fuse the left and right images of a stereo pair displayed on computer monitors positioned to either side. 

FIGURE 6 ABOUT HERE

An example of a stimulus (image pair) is shown in Fig. 7. The stimulus is achromatic (shades of gray). However, none of the image pairs used by Yang and Maloney were achromatic, all contained saturated colors.  Once an image was displayed, the observer pressed keys that altered the color of a small test patch until it appeared achromatic. The observer could adjust the color of the patch in two dimensions of color space but could not change its luminance (roughly speaking, brightness).

FIGURE 7 ABOUT HERE

We used the physics-based rendering package RADIANCE (Larson & Shakespeare, 1997) to render each of the images in a stereo pair, simulating the appearance of a specified three-dimensional layout of spheres tangent to a plane perpendicular to the observer’s Cyclopean line of sight, as shown in Fig. 7. The objects within the scene were rendered as if they were, on average, the same distance in front of the observer as the optical distance from each of the observer’s eyes to the corresponding display screen (70 cm).

The matte component of each rendered surface (background, spheres) was rendered
 so as to match it to a particular Munsell color reference chip from the Nickerson-Munsell collection (Kelley, Gibson & Nickerson, 1943).  The entire scene was illuminated by a combination of a punctate and a diffuse light.  The spectral power distribution of the diffuse light was always that of either standard illuminant D65 or standard illuminant A  (Wyszecki & Stiles, 1982, p.  8). 

 The punctate illuminant was always positioned behind, to the right of, and above the observer in the rendered scene. The square test patch (0.5 deg of visual angle on a side) was  tangent to the front surface of one of the spheres.   

EXPERIMENT 1
In the first  experiment, we used scenes similar to that illustrated in Fig. 7,  scenes with evident and numerous specular highlights. The spheres were highly specular, the background slightly specular, and the matte components of all of the spheres were homogeneous and identical. If the observer makes use of the background and any single sphere, then he may calculate an estimate of the illuminant using the full surface specularity cue. Since the background is only slightly specular, the information from this cue may not be reliable. Of course, the specular highlight cue is very much available. We are studying whether any specular cue  influences surface color perception in these scenes. We hoped to detect the visual system making use of these highlights and, as we will see next, the results suggest that we succeeded. 

It is worth noting here that, had we failed, we could not exclude the possibility that in some other scene, the visual system would make use of specular information, even if it did not in the scene we used in this experiment. The logic of dynamic reweighting and the influence measure might require some acclimatization: we can conclusively show that a particular cue has influence in a particular scene, but can never show that a particular cue has no influence in all possible scenes simply because we will never measure its influence in all possible scenes. Yet, if specularity had little or no influence in scenes similar to Fig. 7, it’s difficult to imagine scenes in which it would. 

FIGURE 8 ABOUT HERE

Fig 8A shows the  achromatic settings for four observer.   The horizontal and vertical axes are the u’ and v’ coordinates of the CIE chromaticity diagram as in the hypothetical data of Fig. 5. Open shapes represent mean achromatic settings when the scene was rendered under illuminant A and illuminant D65, in turn, and the mean achromatic setting when the specular highlight illuminant cue alone signaled illuminant D65, all other cues signaling illuminant A.  Standard deviations for each setting are shown as vertical and horizontal bars at the center of each shape. Fig. 8B shows the effect of perturbing the specular highlight cue toward A, when all of the other illuminant cues signal D65. 

 The observers’ achromatic settings for the two consistent images are clearly different.  The observer is responding to changes in the illuminant.  The changes in response are qualitatively similar to the changes in lighting and the observer changes are similar to those found in previous studies (Arend, Reeves, Shirillo, Goldstein, 1991; Brainard, 1998).

The setting points for the perturbed cue  fall near the line joining the setting points for the two unperturbed scenes.   Note that the influence is asymmetric, in that the cue perturbation from illuminant A in the direction of illuminant D65 has a much greater influence than that from illuminant D65 in the direction of illuminant A.   For the former settings, specular information  had significant influence on achromatic settings:  the measured influence ranged from 0.3 to 0.83.  

We repeated this experiment with a different choice of Munsell surface for the objects and the background.  (10GY 5/6 for the objects and  10P 4/6 for the background). When the colors of the  objects and background were changed,  the achromatic settings changed little, consistent with  results reported in previous studies (Brainard, 1998; Kurichi & Uchikawa, 1998). The influence measures changed very little as well, and there was still a marked asymmetry in influence between the two illuminant conditions. The outcome of this experiment indicates that the illuminant information conveyed by specularity can affect the apparent colors of surfaces in a scene. 

EXPERIMENT 2 

We next varied the  number of specular objects from 1 to 11 (in Experiment 1, there were always 11 specular spheres in each stereoscopic scene).  The stimuli were otherwise identical to those used in the previous experiment.  

How might the visual system react? One possibility is, that as soon as a  single specular highlight is present in the scene, the visual system would use it to estimate the chromaticity of the illuminant. Adding more specular  highlights would not lead to a change in influence since, after all, the specular highlights all signal the same piece of information.

FIGURE 9 ABOUT HERE

 Figure 9 summarizes the results for varying the number of objects in the scene.  Hurlbert (1989) found little influence of perturbation when there was only one big ball available in the scene; the results in Figure 9 are in agreement with her results.   Specularity exerted little or no influence until the number of objects exceeded 6. With 9 or 11 objects we found a markedly non-zero influence of specularity. The overall plot of influence versus number of identical specular objects is evidently non-linear with an accelerating slope (convex).  

EXPERIMENT 3

In the two experiments just described, the influence of specularity could be due to the full surface specularity cue (Lee, 1986; D’Zmura & Lennie, 1986) but the design of the stimulus rendered that cue relatively weak. Experiment 3 is  identical to Experiment 1 except that the 11 specular spheres, which all shared a common matte component in Experiment 1, now had 11 distinct matte surface spectral reflectance functions. The stereo pairs used resembled  Fig. 7 in spatial layout. 

In these scenes, we might expect that both the specular highlight cue and the full surface specularity cue  are used by the visual system. If so, we might see a net increase in the influence of specularity, since altering the illuminant information conveyed by specularity now affects both cues: the observer influence should be the sum of the influences of the two cues. If only the specular highlight cue is used, we would expect the same results as in Exp. 1.

The results, shown in Figs. 10A and 10B, are, therefore, surprising. For the majority of the observer, perturbation of the illuminant information signaled by specularities had no significant influence, not even the degree of  influence we observer in Exp. 1.

FIGURE 10 ABOUT HERE

We conclude that the visual system failed to use the full-surface specularity cue in scenes that would seem to make it maximally available and, in these same scenes, that the specular highlight cue had little influence as well.
DISCUSSION
In perturbing the specularity cue in Experiments 1-3, we are changing the average scene color. It is very natural to ask,  could a change of this magnitude in the average chromaticity of a scene explain the apparent influence of specularity observer here? Putting aside our results, for the moment, we note that the evidence in favor of a major influence of average scene color on achromatic settings in any but simple center-surround scenes is weak. The results of Jenness & Shevell (1995) reject the hypothesis in center-surround scenes flecked with white (though Brenner & Cornelissen (1998) challenged their interpretation of the experimental outcomes). Brown & MacLeod (1997) and Hahn & Geisler (1995) reject the same hypothesis concerning average scene color in simple two-dimensional scenes. The results of Yang & Maloney (under review) flatly reject the hypothesis for the sorts of scenes we have used. We will briefly mention just one of these results. 

The changes in average scene color effected by perturbing stimuli in Experiments 1 and in Experiment 3 were identical: the stimuli differed only in matte components, the perturbation involves only the specular components. Yet the large changes of achromatic setting observer in Experiment 1 were not observer in Experiment 3.

The results reported here, together with previous research, suggest that there are at least two cues to the illuminant used in human vision. The first, the uniform background cue, is known to affect surface color perception in very simple scenes, as described above. Our results suggest that there is a second cue, based on specularity, that we tentatively identify with the specular highlight cue. Our results suggest that the influence of this cue can vary dramatically as the number of specular objects present in the scene (or alternatively, the density of specular objects) is varied. This result is consistent with the claim that the weights given to different illuminant cues change from scene to scene (‘dynamic reweighting’). 

It is not obvious how to interpret the results of Experiment 2. Perhaps the visual system requires a certain minimum redundancy in specularities before deciding that a bright spot in the scene is a legitimate cue to the illuminant. The asymmetry observer in Experiment 1 is also intriguing. Possibly the visual system gives very little weight to specular cues that are far from neutral. After all, some surfaces have non-neutral spectral components (e.g. gold). The visual system may be organized so as to discard specularities that are intensely colored simply to avoid errors due to such surfaces. As a consequence, a specularity signaling a neutral D65 illuminant is given much higher weight than a specularity signaling a ‘reddish’ illuminant A, leading to the observer asymmetry.

A brief summary of the research reported here would be to say that we have employed methods and ideas current in depth and shape vision to an analogous problem in color vision. Whether it is useful to model one step in surface color perception as illuminant cue combination remains to be seen. It is the case that the illuminant Estimation Hypothesis underlying this work provides a very natural vehicle for linking work in computational color vision with work in psychophysics, an achievement of some value. 

In addition, however, it is interesting to consider how these experiments illustrate certain unspoken assumptions in the study of depth, shape,  and color. In Fig. 7 (a colored, not gray-level version), each sphere and even the background exhibit a wide range of discriminable colors in both of the stereo images, even though each is ‘made’ of a single surface material. The stimulus can be described parsimoniously  in terms of surfaces and illuminants and their relative locations, in essentially something like the graphical language we employed in specifying the scenes to the rendering package we used. The resulting pair of retinal images is (superficially) much more complex. Shading, shadows, inter-reflections, specularity, and the like, have conspired to produce very complex stimuli, if we insist on describing them retinally. If, however, we wish to study surface color perception, the estimation of objective surface properties through human color vision, then it would make sense to describe the stimuli and their manipulation as independent variables of the environment without, and not to an arbitrary, intermediate, retinal stage in color processing.
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FIGURE LEGENDS

Figure 1: A simplified model of surface color perception. 
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 in the electromagnetic spectrum. Light is observer and re-emitted by the surface toward the eye where the retinal image is sampled spatially and spectrally. Under conditions of color constancy, the eventual perception of surface color must depend primarily on the surface
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Figure 2: Illuminant Cue Combination. In the Illuminant Cue Combination Model of Maloney (1999), distinct illuminant cues are extracted from the scene via illuminant estimation modules, analogous to depth modules in depth perception. The different sources of information concerning the illuminant are promoted to a common format (see text) and then combined by a weighted average whose weights may vary from scene to scene as the availability and quality of  ‘illuminant cues’ vary.

Figure 3: Dynamic Reweighting. A. A scene with only one illuminant cue (Uniform Background). B. A scene with two illuminant cues, the second based on surface specularity. 

Figure 4: The Full Surface Specularity Cue of D’Zmura-Lennie-Lee. The elegant algorithm developed independently by Lee (1986) and D’Zmura & Lennie (1986) makes use of two surfaces with distinct matte components and appreciable degrees of specularity to arrive at an estimate of the color of the illuminant not contaminated by the color of either matte component.  All of the chromaticities for a single surface fall on a plane determined by the chromaticity of the matte component and the chromaticity of the specular component. Two surfaces with distinct matte components determine planes that intersect in a line containing the chromaticity of the specular component common to both. This specular component is the desired information about the illuminant.

Figure 5: Data from a perturbation experiment.  The point marked I1 is the achromatic setting of a hypothetical observer when the test patch is embedded in a scene illuminated by reference illuminant 1. The point marked I2, is, similarly, the achromatic setting when the same scene is illuminated by reference illuminant 2. The remaining points correspond to hypothetical achromatic settings when one illuminant cue signals I2, and the remainder signal I1. The setting  is consistent with the assertion that the perturbed cue has no effect (an influence of 0). The setting  is consistent with the assertion that the perturbed cue is the only cue that has influence (an influence of 1). The setting  is consistent with  an influence of 0.5 as it falls at the midpoint of the line joining A and D65. 
Figure 6: The experimental apparatus. Observer viewed simulated scenes through a computer-controlled Wheatstone stereoscope.  Two computers served to display the two images of a  stereo image pair to the left and right eyes of an observer, respectively. A third computer controlled the experiment and recorded the observer settings in an achromatic matching task. 

Figure 7:  A example of a stimulus (binocular image pair). The figure shows a stereo image pair  (for crossed fusion) similar to those employed in the experiments. The actual image pairs were strongly chromatic, not achromatic, as suggested by this figure. All image pairs were produced by a novel rendering method described by Yang & Maloney (under review), based on the RADIANCE Package.

Figure 8:  Specular Illuminant Cues: Results of Experiment 1. The achromatic settings for four observer are shown, plotted the in u’v’ coordinates in CIE chromaticity space.   In each small plot, a white circle marks the mean of multiple settings by one observer for the illuminant D65 consistent-cue condition,  a black circle marks the mean for multiple settings by the same observer for the illuminant A consistent-cue condition, and the center of the head of the vector marks the mean of multiple settings for the perturbed-cue condition.  The base of the vector is connected to the consistent cue setting corresponding to the illuminant signaled by the non-perturbed cues. Horizontal and vertical bars indicate one SE for each setting. The projection of the perturbed setting onto the line joining the unperturbed settings is marked.  For all observer, the perturbation from A to D65 led to a strong measured influence on the achromatic settings, while the perturbation from D65 to A led to little or none. A. The perturbed cue signaled D65, all others, A.  B. The perturbed cue signaled A, all others, D65. Taken from Yang & Maloney (under review), Experiment 1.

Figure 9:  Influence versus the Number of Specular Objects. We varied the number of objects in the scenes of Experiment 1 and measured the influence of the specularity cue. Influence is plotted versus number of objects. Measured influence was not measurably different from 0 for 1 to 6 objects, but evidently non-zero for 9 or 11. Different shapes correspond to different observer.  A heavy line joins the means of the observers’ influence measures. Taken from Yang & Maloney (under review), Experiment 2.

Figure 10: A test of the  Full Surface Specularity Cue (D’Zmura-Lennie-Lee). In Experiment 3, we tested whether the Full Surface Specularity Cue exerts significant influence on achromatic settings. The data presentation format is identical to that of Fig. 8.  The vertical and horizontal bars associated with each mean measurement correspond to plus or minus one standard error of the mean.  For all observer, the perturbation from A to D65 or from D65 to A led to little influence on the achromatic settings. A. The perturbed cue signaled D65, all others, A.  B. The perturbed cue signaled A, all others, D65.  Taken from Yang & Maloney (under review), Experiment 4.

� Eq. 1 is a simplification of the physics of light-surface interaction. We are ignoring the effects of changes in the positions of light source or sources, the surface normal to the patch, and the position of the eye. See Maloney (1999).


� Some of the algorithms compute estimates of illuminant information and surface color descriptors simultaneously, rather than successively. It does no violence to these algorithms to describe them as sequential.


� Specularity is defined more precisely below. It is the ‘shiny’ component of certain surfaces, surfaces that can have highlights.


� Many of the algorithms estimate parameters that are equivalent to these ‘direct-view’ parameters in the sense that one set of parameters can be computed from the other. The choice of parameterization is not important here, but is important when we come to  the linear combination rule described further on.


� Of course, the idealized results just described are not what we expect to obtain experimentally. In the perturbed scenes, the observer is free to make achromatic settings that do not fall on the line joining the settings in the two unperturbed scenes. We expect such an outcome, if only as a consequence of measurement errors. The computation of influence we actually employ is described in more detail in Yang & Maloney (under review; Brainard, 1998).illustrated in Fig. 4B. 


� Computer graphics rendering does not correctly model the spectral effects of light surface interaction (Maloney, 1999). We modified the rendering package used to render colors exactly and to allow us to specify the full surface reflectance functions of surfaces in the scene. See Yang & Maloney (under review).
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